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ABSTRACT
Predicting locational choices (i.e., where one chooses to sit) is a
challenging task because preferences are highly heterogeneous and
depend not only on the location of the seats in the environment
but also on the location of others. In the present research, we pro-
pose RecSeats - a framework to predict locational choices. The
framework augments individual-level discrete choice models with
a convolutional neural network (CNN) which can capture higher
order interactions between features of available seats. The frame-
work is flexible and can accommodate complexity in real-world
locational choice data such as variability in the number of tick-
ets purchased and the number and locations from past purchases.
Applied to both locational choice experiment data and to ticket-
ing data from a large North-American concert hall, we show that
augmenting individual-level discrete choice models with a CNN
consistently provides strong predictive accuracy.

CCS CONCEPTS
•Computingmethodologies→Machine learning approaches;
Visual content-based indexing and retrieval; • Applied com-
puting → Decision analysis; • Information systems → Rec-
ommender systems.
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1 INTRODUCTION
Whether it is for flights, sports events or performances, numer-
ous platforms like Stubhub or Ticketmaster offer reserved-seating.
Such platforms are crucial to developing sales. Whereas airlines
have turned to dynamic pricing, in concert halls the economic
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equilibrium is sometimes based on shrunk subsidies [2]. As such,
increasing attendance has become crucial for many halls that wish
to stay accessible to all while remaining cost-effective. Likewise,
movie theaters hope to maximize attendance to increase concession
sales [7]. Across a variety of reserved-seating venues, ticket-sale
platforms thus present an interest opportunity for recommender
systems who may be able to not only recommend seats that poten-
tial customers will like, but also increase event-level occupancy.

Concerning recommender systems for reserved seating, two ap-
proaches are possible. One can aggregate all customers’ data to
adopt the point of view of a classification problem, where seats
are the classes and partially filled rooms are the input. Doing so
allows the exploitation of data from all customers to model high-
order interactions, but prediction performance from aggregate data
suffers as common preferences will obfuscate latent heterogene-
ity (and less common preferences) as the aggregation of data is
completed. Alternatively, one can model the data of each customer
individually, through a recommendation system or a discrete choice
model. Doing so allows the capture of differences in individual-level
preferences. However, individual-level modeling performance also
tend to suffer when customer data is sparse (only a few or no past
purchases).

In the present research, we propose a hybrid framework which
combines an individual-level choice model with a convolutional
neural network for the recommendation of locational choice data
(RecSeats). To do so, we build a discrete choice model based on a
pre-determined feature space proposed by [3]. We then combine
the individual-level choice model with a deep learning stage. We
illustrate our framework on locational choice experiment datasets
and a proprietary dataset of a large North American concert hall
venue. We find that the combination of the individual-level model
and the CNN not only improves accuracy, but also makes it robust
to the amount of data available per customer.

The main contributions of the paper are thus as follows :
(1) We propose a complete framework to predict the most at-

tractive seats in a movie theater, a theater, or a concert hall.
This model is adaptive to the amount of data available per
customer, and to the number of seats chosen per order.

(2) We improve the results of [3] on their datasets,
(3) And we study the challenges associated with a real-world

application, and evaluate this framework on a dataset from
a concert hall.

2 RELATEDWORKS
We briefly present the areas related to the two models we com-
bine. The first belongs to discrete choice modelling, and the second
belongs to deep learning and computer vision.

https://doi.org/10.1145/3383313.3412263
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2.1 Discrete choice models
A traditional way of handling ticket value estimation is using dis-
crete choice models. Based on Random Utility Theory (RUT) [18],
these models assume that each individual i assigns to each item j a
utility valueUi, j . The utility value can depend on both the observ-
able characteristics of item j and those of customer i . The objective
of each customers is to maximize it by choosing among all the
possibilities available, i.e. choosing ȷ̂ = argmax

1≤j≤ J

(
Ui, j

)
. However,

due to unobservable features or errors in evaluation, utility can not
be fully deterministic. As such, it is decomposed into the sum of
a deterministic component Vi, j and a random variable ϵi, j repre-
senting the uncertainty of the choice. Then, the estimation of the
choice can be done only in terms of probability, i.e. calculating for
each item j, pi, j = P(Ui, j = max

1≤k≤ J

(
Ui,k

)
).

Multinomial choice models are obtained by adding assumptions
on both components. For example, Multinomial Logit (MNL) is
obtained from a RUT model with the assumptions that ϵi, j follows
a Gumbel distribution 1 , and that Vi, j is a linear combination of
attributes xi, j observed by customer i for the item j. In that case,
the probability pi, j can be expressed as [18]:

pi, j =
exp(Vi, j )∑J
ℓ=1 exp(Vi, ℓ)

=
exp(x⊤i, jβ)∑J
ℓ=1 exp(x⊤i, ℓβ)

(1)

where the parameters β can be estimated using maximum log-
likelihood and other methods. More flexible variants of this model
exist, such as the latent class logit [8] or themixed logit [19], notably
to take into account the heterogeneity of individuals’ behavior.

2.1.1 Machine Learning adaptation. Choice models have been
adapted in the machine learning literature to consider non-linear
relationships between features. If the objective is to predict if item j
will be chosen by customer i , one can introduce the binary variable
yi, j to indicate if i has chosen j, and then fit a classification model
with the pairs (xi, j ,yi, j ). From that, many classification methods
are possible. For example, SVM [27], random forest [5], neural net-
works [12, 24] have been used for transport mode prediction (see
[28] for an empirical comparison). For airline itinerary prediction,
Mottini et al. [20] propose a recurrent architecture with an attention
mechanism, and Lhéritier et al. [17] demonstrated the relevance of
random forests for choice modeling, notably for its ability to allow
for heterogeneity.

2.1.2 Applications to reserved-seating data. Discrete choice mod-
els are popular in revenue management, for example with seat
allocation problems [13, 25], in which one assigns class to each
seat to maximize revenue. To obtain optimal seat allocation for a
performance hall, Baldin et al. [1] propose a bi-objective revenue
and attendance optimization model applied to data from the Royal
Danish Theater. In that research, MNL is used for the seat choice
prediction but data is aggregated across customers and prediction is
done at the price-class level. That is, the authors predict which class
(and price) of ticket will be purchased and do not focus on the seats
themselves. Another application of choice model with reserved-
seating venues is the prediction of demand [9, 26]. However, such

1i.e. with cumulative distribution function F (x ) = e−e
−x

models focus on predicting seat purchase at the performance-level.
In sum, we have found that past research on choice models and
revenue management tends to aggregate locational data and, in
doing so, has made the assumption customers are homogeneous
with respect to seating preference (given a price tier) and prior
research has neglected the problem of individual-level prediction
for recommender systems.

2.1.3 Locational choice data. Locational choices occur when cus-
tomers choose to locate themselves in a venue for one or many
seats. To choose seats, customers evaluate both the seating options
available as a function of the type of event (e.g., concert, movie) and
the characteristics of the room (e.g., location of the stage, speakers,
exits, elevation, spacing). For some customers, being close to the
stage may be desirable (e.g., proximity to an artist) and for others
it might not (e.g., difficult to leave, louder sounds, limited viewa-
bility). In addition to these spatial criteria, one must incorporate
how customers expect their experience to be impacted by the prox-
imity to others (i.e., proxemics [11]). Proxemic factors are complex
and difficult to quantify from observational data, as they can be
highly heterogeneous and difficult for consumers to verbalize and
explain [3]. As such, Blanchard et al. [3] propose an individual-level
choice model for the analysis of locational choice data. The authors
noted the paucity of publicly available ticket sale data, and opted
to train their models and demonstrate the usefulness of their ap-
proach on locational choice experiments, which asked panels of
study participants to choose seats from a simulated seating chart.
They showed that their proposed feature space, which they extract
from each customer for seating chart data choice, is crucial to the
prediction of individual-level seating choices.They use a multino-
mial choice specification, and estimated individual-level parameters
using hierarchical Bayes. The authors also showed that their model
performed significantly better than a neural network trained on ag-
gregated data, and speculated that the deep learning model’s poor
performance occurs because it pools information across highly
heterogeneous individuals.

2.2 Deep learning and visual data processing
Convolutional neural networks (CNN), by their ability to capture
local and global characteristics of an object, have allowed progress
in many visual tasks, such as classification [16], segmentation [21],
and object recognition [23]. Given that our data have the same
topology as images, reserved-seating venues can benefit from em-
ploying CNNs to predict locational choices. For instance, Huang
et al. [14] identify the most attractive seats in a sports center to
help set pricing. Their approach is spatio-temporal: each seat pur-
chased by a customer is associated with a date, a position, and
event characteristics such as the teams that played, so the result-
ing data are particularly sparse. Consequently, the authors add a
coarsening layer to a model that combines a CNN and an RNN and
in doing so effectively incorporate a pooling layer across the tem-
poral and spatial dimensions. However, we note that their model
cannot accommodate for differences in room-level occupancy and
proximity to others as nearby seats are pooled as part of data pro-
cessing. Moreover, the model aggregates across customers and, as
such, will necessarily perform poorly when substantial customer
heterogeneity in locational preferences is present.
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3 OUR APPROACH
Consider a set of N customers who selected seats in a room. For any
customer i = 1, . . . ,N , we have access toKi past seat choices, which
corresponds to Ki seat positions in the room that were chosen at
prior events, and the location of all available and unavailable seats
when they made those past choices. Our goal is to predict which
seats would be preferred from a set of available seats. Our locational
recommendation architecture (detailed in Figure 1) combines a
choice model with a deep neural network.

Figure 1: Our framework for seat recommendations.

3.1 Individual-level component
To use choice models to create as a recommender system for lo-
cational choices, one faces three important challenges. First, the
preference for seats (which are the items) depends not only on
the seats’ characteristics but also that of neighboring seats. The
fact that one’s preference for a seat depends on the availability of
other seats prevents modeling by a simple user-item matrix, as it
would indicate the seats chosen by a given customer but without
specifying the availability of the others. Second, the availability of
specific seats differs across choices over time. Finally, each user can
select any number of seats and the number of tickets to be chosen
must thus be considered by the model given expected constraints
that users impose (e.g., most people will select contiguous seats
when choosing for two).

Our architecture first specifies an individual-level choice model
based on theoretically relevant features identified by [3]. For each
seat j, in every room, we compute a set of features fi, j :

(1) Position-related features (POS) : five normalized features
related to the global position in the room : if the seat j has
coordinate (x j ,yj ) in aw × h room, then

f (POS )
i, j =

(
x j

w
,
yj

h
,
x2
j

w2 ,
y2
j

h2 ,
x jyj

hw

)
(2) Personal space-related feature (PS) : binary values to in-

dicate if someone is sitting on the left, the right, on the left
and on the right at the same time, in front of, behind, on
the front corners and on the back corners. This makes seven
new features f (PS )i, j .

(3) Density-related features (Rp ) : the proportion of the loca-
tion occupied around the seat at a distance of 2 or 3 seats.
For p = 2 and p = 3, we compute the ratio of available seats
distant from p seats of a position (x ,y). In other words, if

P (k ) is the set of available positions for room k and Sp (x ,y) =
{(r , s)| max(|x − r |, |y − s |) = p} (k dependence is omitted
for clarity of exposition), then

f
(Rp )
i, j =

|Sp (x j ,yj ) ∩ P (k) |��Sp (x j ,yj )�� , p = 2, 3

With these features available for every seat in every room that
the participant has previously selected, we can label those points
withyi, j , a binary variable that indicates if the customer i chose the
seat j. Then, we can train any binary classification model on our
data to estimate P(yi, j |fi, j ) = pi, j across all rooms and all available
seats. We compare several classification models in subsection 4.1.3.
Regardless of which classifier we use, it will be able accommodate
heterogeneity in customer preferences.

For this individual-level model, every row in the data is at the
seat level. However, since we know that exactly one seat is chosen
per room, our samples are not independent, as we can deduce the
outcomes of the other seat if we have the information about the
chosen one. This will be taken into account at evaluation time : for
every room k , we make predictions from estimated pi, j to deduce
top-N accuracy.

3.2 Deep component
Without sufficient data, an individual-level choice-based model can
not predict individual-level preferences. Moreover, the individual-
level choice model previously specified requires a handcrafted
feature-space that is apriori determined. In contrast, one benefit
of deep learning is that it can learn high-order interaction that
would be difficult to anticipate from theory. Our specification for
the deep learning component begins by noting that all the rooms
can be seen as binary images (e.g., seat available 1, seat unavailable
0). From that, we devise a CNN in which we alternate between
convolution, activation, and pooling layers, before ending with a
fully connected one and a softmax function. In this specification,
the space invariance and local connectivity properties of convo-
lutional layers are adapted to model the influence of proximity to
others. Then, the fully connected layer allows for the incorporation
of general features such as the location within the room.

To eventually make a prediction as to which seat(s) will be cho-
sen, the output of the CNN must have the same size as the input.
As such, we add a deconvolution part to reconstitute the structure
of the room in the output - the process is illustrated in Figure 2.
To do so, we mirror the architecture but replace the operations of
pooling by upsampling, as suggested in [22]. This architecture is
frequently used for segmentation [21] and image generation [6].

One challenge is some seats are unavailable and, consequently,
the prediction must be for available seats. To impose this constraint,
we use the input as a mask for the softmax layer. Usually, the
negative log-likelihood loss at position j is written

oj = − log ©«
exp(uj )∑ J̄
ℓ=1 exp(uℓ)

ª®¬ = −uj + log ©«
J̄∑

ℓ=1
exp(uℓ)

ª®¬ (2)

where u is the hidden layer of size J̄ = h ×w after the linear layer.
For an input x with xj = 1 if the seat j is available and 0 otherwise,
one way to mask occupied values in log-space is to update u as
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Figure 2: Our Convolution/Deconvolution architecture (CDNN)

Table 1: A comparison of our two components.

Individual-level Component Deep Component

Theory-driven Data-driven
Requires features engineering No features engineering

Only uses history of the customer Uses all data
Considers customers heterogeneity Customers are aggregated

Low-order interactions High-order interactions
Memorization property Generalization property
Possibly interpretable Non-interpretable

follows:
ũj = uj + log(xj + ϵ), ϵ ≪ 1, (3)

such that the output becomes

õj = − log ©«
exp(uj ) · (xj + ϵ)∑ J̄

ℓ=1 exp(uℓ) · (xℓ + ϵ)

ª®¬ . (4)

In doing so, the softmax values are computed only for the available
seats.

3.3 Combined Hybrid Model
A comparison of the two components described in 3.1 and 3.2 is
summarized in Table 1. Our combination of a choice models with
a CNN is inspired both by advances in recommendation systems
with wide & deep learning [4], and by advances in the use of deep
learning for discrete choice models [12, 24]. Across these recent ad-
vances, the objective is to ensure both properties of generalization
and memorization (or interpretability) for prediction. Similarly, our
deep component focuses on high-order interactions between seats
(subject to their availability) and the individual-level choice model
only uses one customer history to consider personal preferences.
It should be noted that the interpretability of our individual-level
component will depend on the classification method we will choose
in section 4.1.3. [5, 10, 28]. Moreover, our individual-level compo-
nent, which processes individual data separately, can only process
customers with a sufficiently large history. Consequently, our in-
terest of combining is not only to improve the performance, but
also to be more flexible in accomodating predictions for customers
for which the model’s user has little to no data.

A simple way to leverage the strengths of the two components
is to combine their outputs. Our approach applies sigmoid function
to a convex combination of the two outputs :

oj = σ
(
αo(I L)j + (1 − α)o(D)

j

)
, α ∈ [0, 1] (5)

where σ is the sigmoid function, o(I L)j is the output of the individual-
level part (with probabilities scaled linearly to sum up to 1) , and
o(D)

j the output of the deep part at position j. The parameter α ,
clamped between 0 and 1, is learned specifically on each user us-
ing gradient descent on the negative log-likelihood of oj . Sigmoid
function is applied to avoid exploding gradient. The training of α
can be done as soon as one of the two components is trained. If
we don’t have a sufficient history size for a customer, we must set
α = 0. In doing so, we can rely on the deep component to solve the
cold-start problem for locational choice data (predicting locations
for customers without past purchases).

3.4 Multiple choice case

Figure 3: Illustration of an input transformation for predic-
tion of a pair of contiguous seats (available seats are in blue,
and a choice example in green).

Our approach was described in the context of an individual
choosing one seat for ease of exposition. However, we can expand
our model to recommend more than one seat as likely necessary
in the real world where customers often purchase more than one
seat in the same order. Without loss of generality, we consider the
case of a pair of tickets which are almost exclusively chosen to be
located side-by-side in the same row. If we make the assumption
that the recommender system must restrict itself to seats that are
also located side-by-side, then we can adapt the model by predicting
the leftmost seat of a side-by-side set with sufficient availability
for a pair. Doing so requires to modify the input as to make the
seats that are to the left of unavailable (or non-existent) seats to be
unavailable. The transformation is illustrated in the left panel of
Figure 3. For the individual-level component, this transformation
influences the computation of features fi, j . Position-related features
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are computed according to the leftmost seat position, and personal
space and density-related ones act as if the two seats have merged.
An example of a choice is shown Figure 3. After transformation, the
free seat to the left of the pair remains free, and the occupied seat
to the right remains occupied. As the features are binary, both front
seats must be free to be for the pair to be considered free. The same
applies to the seats to the rear. The right panel of Figure 3 shows
that this transformation could have just as easily modified the input
to focus on the rightmost seat2. Interestingly, the transformation
also allows us to make data augmentation for the deep component
of our model as we obtain two inputs from one. For evaluation, we
derive both outputs and average them to produce a final rating.

4 EXPERIMENTS AND RESULTS
4.1 Experimental setup
In this section, we compare the framework with a baseline method,
and the results of [3] on their datasets. Across all sets, data are
split into training, validation and test, and hyperparameters are es-
timated with a grid search on validation sets. Our implementations,
all done with Scikit-learn and Pytorch, are available at Github 3.
Locational choice experiment datasets of [3] are available 4.

4.1.1 Metrics. We use two metrics for evaluation. The first is Top-
N accuracy, that measures the rate of good predictions. One limi-
tation of using Top-N accuracy is that it focuses on true positives
when it is possible that many seats not chosen would have been
excellent substitutes. As such, the usefulness of Top-N accuracy
should diminish the more a room is empty, as customers will be
more likely to be indifferent among many of the available alterna-
tives when many similar options are available. The second is the
expectation of the L1 loss. Specifically, it is the expected L1 distance
between the choice and the prediction. For all rooms, this loss can
be expressed as

l (L1) =
∑
j
pi, j (|x j − x | + |yj − y |) (6)

with (x j ,yj ) the coordinates of the seat j , (x ,y) those of the chosen
one, andpi, j the probability of customer i to choose j . For individual-
level and hybrid methods, pi, j is obtained by linear output scaling.
For the deep methods, it is given by the masked-softmax layer.
Then, pi, j is averaged for every room to obtain l (L1). Although it
measures the distance to the chosen seat, l (L1) is the same regardless
of whether there are few or many seats available.

4.1.2 Baseline. We implement theMNLmodel described in Section
3.4, which is the common choice modelling approach, and estimate
via maximum likelihood.

4.1.3 Individual-level models. We compare the following classifica-
tion methods:

• Logistic regression (LR) : the simplest way to do binary
classification. We use newton-cg for estimation. It should
be noted that the number of parameters is the same as in

2The same thing can be done with more than two seats located side-by-side : for each
seat in an order, we calculate the seat line that has to be available on the left and on
the right, to determine if the seat is available.
3https://github.com/TheoMoins/RecSeats
4https://seatmaplab.com/public/locationalchoicedatasets

the MNL model, which is the number of features plus the
intercept (15).

• Support Vector Machine (SVM) : For each dataset, we
select the best kernel between linear, polynomial and radial
basis. Then, we optimized the regularization parameter to
arrive at our final model.

• Gradient Boosted Trees (GBT) : GBT is optimized in terms
of maximal depth, number of estimators, minimal number
of samples per split, learning rate, and number of features
to consider for a split.

• Random Forest (RF) : RF is optimized in terms of maximal
depth, number of estimators, minimal number of samples
per split, and number of features to consider for a split.

For each, class weights are adjusted to be inversely proportional
to class frequencies, to consider class imbalance.

4.1.4 Deep models. For the deep component, we compare the per-
formance of convolutional (CNN) and convolutional / deconvolu-
tional networks (CDNN). For both, we use Adam algorithm [15]
for optimization, and set early stopping to select the number of
epochs with patience of 20 epochs. Our networks are optimized
with respect to number of layers, number of channels for convolu-
tion layers, kernel parameters (size, padding, stride), batch size and
learning rate.

• CNN : the number of hidden blocks made up of Convolu-
tion/Average Pool/Activation layers is optimized for each
experiment. The initial number of channels is 2, and this
number is then doubled at each block until the last one. Ker-
nel parameters are tuned to conserve the same number of
hidden units ((size, padding, stride) = (3, 1, 1) or (5, 2, 1)), and
pooling layer to divide by 2 this number at every block. The
learning rate for Adam is set to 10−4, and the batch size is
set to 32.

• CDNN : the CDNN has 3× 2 hidden blocks, with a fully con-
nected layer between the two components. The first three
blocks are similar to those of CNN, but the number of chan-
nels depends on the experiment. Average pool is tuned to
obtain a single unit at the end of the convolutional part. Then,
the three other blocks are made up of convolution (with a
number of channels symmetrical to the first part), ReLU and
interpolation with scale factors tuned to obtain the original
size. The learning rate for Adam is set to 5 × 10−3 and the
batch size to 32.

As the data are binary with size 12× 12 or 31× 57 (depending on
the dataset), complexity is lower than what is typical with computer
vision datasets where such models are often applied. In our trials,
we found that increasing the number of blocks to make networks
deeper did not improve performance.

4.1.5 Hybrid models. We try each possible combination of our
individual-level models and our two deep implementations. For
α , the initial value is set to 0.5, and gradient descent is used with
optimized learning rate, Nesterov momentum, and weight decay.
To avoid overfitting, the value of α is learned on the validation
part of the training set - the same part used by the individual-level
models.

https://seatmaplab.com/public/locationalchoicedatasets
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4.2 Locational Choice Experiments
4.2.1 Datasets. We have found no publicly available longitudinal
data from seat purchases from which one could compare the perfor-
mance of recommender systems. However, datasets constructed via
a panel of participants on locational choice experiment platforms
can be used to compare predictions. Locational choice experiments
[3] mimic the process of repeated choices for seats in a seat map. Par-
ticipants from a US panel are presented assortments of (un)available
seats, and asked to indicate their preferences (i.e., which one they
would choose).

To illustrate the performance of our approach and compare to
a state-of-the-art model, we show the results of two datasets. In
the first (E4-Concert-Singles.FC), 463 participants from Amazon
Mechanical Turk were required to choose a seat for 120 different
assortments of available seats at a concert that was happening in
a few days. The halls could be either 20 × 10, 10 × 20, 10 × 10 or
20 × 20. Rooms were randomly assigned to have 25%, 50% or 75%
occupancy (i.e., number of seats already occupied) and which seats
were already occupied was randomly determined by the locational
choice experiment interface for each participant. To compare per-
formance, the same training and test files are used, such that for
each participant we had 115 choices for the training dataset (train-
ing and validation) and we had five choices for the test dataset. In
the second (E2-Movie-Singles.FC/NC:FC), 300 participants were
required to choose a seat from 12 seat maps available at a movie
theater. For that dataset, ten choices are used for training (and vali-
dation), and two for test. The room is 12 × 12 and assigned to 75%
occupancy.

It is important to note that for the individual-level component of
our approach, the larger the room, the more datapoints we obtain.
For example, with movie dataset, when occupancy is on average
75%, we obtain 0.5 × Room Size × History Size = 0.25 × 12 × 12 ×

10 = 360 datapoints for training of the individual-level component.
Whereas the total number of datapoints across customers is con-
stant, rooms with lower occupancy provide more data and as such
our classifier will overweight rooms with low occupancy.

4.2.2 Results. Top-N accuracy with N = 1, 3, 5 and L1-loss are
reported in Table 2 for the two datasets 5. We find that RecSeats
(GBT+CNN for the E4-Concert-Singles dataset) outperforms all
other methods in Top-N accuracy. For the individual-level com-
ponent, GBT outperforms the hierarchical Bayes approach in [3]
on both datasets (from 45.70% to 47.78%) and we find that the
deep component further provides a slight increase (to 48.34%). For
the E2-Movie-Singles dataset, the improvement from combining
an individual-level model with a deep component is more notice-
able, as we are in a case of small room size and a small number of
choices per customer. Whereas [3] obtained 28.67% in Top-1, some
individual-level components do better even without a deep compo-
nent (LR, GBT, RF each approximately get 35-36%) and these results
are further improved to 45.33% once we incorporate CNN as part
of the deep model. The improvement is bigger than for E2-Concert-
Singles data, where having 115 choices per customer gave enough
capacity to the choice model to make a good prediction. As more
complex models tend to suffer from overfitting, simpler models like

5On their article, authors of [3] only report Top-1 accuracy.

MNL or LR seem sufficient for performance while remaining more
interpretable. However, the best combination of RecSeats is RF with
CNN. We note that for the deep components, CDNN and CNN ob-
tain similar performance.6 In sum, our results thus provide evidence
that the deep component provides useful information for prediction,
despite low performance when it is applied on aggregated data.

4.3 Concert hall
4.3.1 Dataset. We obtained 12 years of ticket purchase data from
a large North American concert hall. The number and location of
seats remained constant across the entire period. As different rows
have a different number of seats, we add padding to keep the same
width and obtain a room of size h × w = 31 × 57 (see Figure 4).
Contrasting to locational choice experiments, some challenges are
novel:

• Price: prices vary over time and according to the seat loca-
tions. Although we have some information about the price
paid, we do not have information about the price of unse-
lected seats for every room. Consequently, it is impossible
to consider the price of the seat as an input, and we have
opted to keep price out of the model.

• Room occupancy: it is technically possible to reconstitute
the room’s filling (and individual-level assortments) for every
event following the time-stamped purchase log. However,
customers may opt to change seats (e.g., upgrade) and cancel
tickets under some plans. Moreover, seats are often withheld
at the initial ticket release such that it is difficult to know
the options that a customer was actually given. What we
capture are the final seats assignments.

• Season pass: at this venue, season pass holders choose the
same seats across performances, which make recommen-
dations irrelevant between performances within the same
seasons. We thus focused on making predictions for single-
event seat purchases.

• Order size heterogeneity : one or multiple seats can be
chosen at the same time. Using the transformation described
Section 3.4, we reduced all order sizes to 1. We eventually
focused on orders for one or two seats, which represent 72%
of the single-event ticket purchase data.

To compare the performance on the same set, we use the same
customer-restricted dataset with a sufficient number of single-event
purchases (5). After all preprocessing steps, 12142 purchased seats
remain across 1350 single-event customers. The distribution of
history (number of single-event tickets purchased by customers)
is present in Figure 4. For the deep models, training, validation
and test sets are obtained by aggregating those of each customer
studied.

4.3.2 Results. This concert hall data is approximately four times
bigger the locational choice experiment. As such, top-N accuracy
must also be scaled and we use N = 5, 10, 20. Results reported in
Table 3 provide support for the usefulness of RecSeats which out-
performs all other methods. GBT still provides the best peformance
across individual-level components, and for the deep part CDNN

6CNN was run with 3 hidden blocks, and CDNN with a number of channels equal to
(3, 12, 24) respectively for every convolutional layer
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Table 2: Results by dataset for locational choice experiment.

E4-Concert-Singles.FC E2-Movie-Singles.FC/NC:FC
Framework Model Top-1 Top-3 Top-5 L1-loss Top-1 Top-3 Top-5 L1-loss
Baseline MNL 0.4220 0.7175 0.8138 2.755 0.3400 0.6250 0.7317 3.521

Blanchard et al. [3] 0.4570 - - - 0.2867 - - -
LR 0.3741 0.6773 0.7983 3.971 0.3533 0.6250 0.7317 3.481

Individual-level SVM 0.3382 0.6393 0.7546 3.738 0.2617 0.5333 0.6900 5.015

GBT 0.4778 0.7490 0.8462 3.074 0.3650 0.6167 0.7350 3.473

RF 0.4285 0.7274 0.8199 5.798 0.3583 0.6267 0.7283 6.211
Deep CNN 0.2944 0.6063 0.7360 4.947 0.1069 0.3536 0.5066 6.306

CDNN 0.2983 0.6157 0.7446 4.868 0.1086 0.3536 0.5093 6.316
RecSeats 0.4834 0.7529 0.8486 3.568 0.4533 0.6800 0.7833 6.279

Figure 4: On the left: Log-scale histogram of history size distribution for Concert hall data. On the right: an example of the
concert hall’s configuration, with the associated choice.

Table 3: Results for concert hall dataset.

Concert Hall
Framework Algorithm Top-5 Top-10 Top-20 L1-loss
Baseline MNL 0.1885 0.2897 0.4160 20.026

LR 0.1782 0.2639 0.3842 18.308

Individual-level SVM 0.1227 0.1856 0.2783 23.602

GBT 0.2366 0.3284 0.4382 19.036

RF 0.2193 0.3106 0.4287 24.378
Deep CNN 0.0692 0.1143 0.1886 24.435

CDNN 0.0907 0.1567 0.2544 22.726
RecSeats GBT+CDNN 0.2504 0.3356 0.4570 22.164

outperforms CNN7. The results of RecSeats are thus a combination
of GBT and CDNN. Interestingly, we note that even reducing scal-
ing Top-N accuracy with the size of the room, we are unable to
achieve performance-levels similar to those obtained on locational
choice experiments data. This illustrates the additional challenges
of a real-world application that was summed up in the previous
7Our CNN has 4 hidden blocks, CDNN (4, 16, 32) channels.

subsection. It should also be noted that the reported results of Rec-
Seats are done on the customer-restricted dataset to compare fairly
with individual-level methods, but another interest of RecSeats is
to be used with all the data (i.e., even customers who purchased
less than five seats).

One important aspect of individual-level models is the sensi-
tivity to the size of the purchase history. To illustrate how the
history size (i.e., number of tickets previously purchased) affects
the quality of the recommendation, we perform another experi-
ment with customers who have more than 40 choices available
for the overall training. Results are presented in Figure 5. In the
plots, each point corresponds to the performance on the test set of
the individual-level and RecSeats models if we restrict ourselves
to k choices for overall training, with k ranging from 5 to 40. As
expected, we observe that more data improves the prediction for
the individual-level choice-based recommender, and therefore the
hybrid model becomes more efficient as well. However, the differ-
ence between the two models is greater when the history size is
small (approximately at fewer than 15 choices), which shows that
RecSeats can benefit most from the deep component when one
predicts choices of new customers.
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Figure 5: Evolution of the accuracy with the number of choices, with customers of concert hall data withmore than 40 choices.

5 CONCLUSION AND FUTUREWORK
We introduced RecSeats, a hybrid framework named for locational
choice recommendations. It combines a choice model estimated
separately for each customer on a pre-determined feature space and
a convolutional neural network to learn high-order interactions
between locations. Using public locational choice experiment data
and concert hall data, we showed that the model has high accuracy
- beyond what is possible with using only an individual-level choice
model or with using only a CNN. We also showed that RecSeats is
flexible and can tackle real-world recommendation challenges, such
as predicting the preferred seats for customers with small history
sizes or accommodating significant variability in the number of
seats being selected.

Several directions are interesting for future work. First, it would
be interesting to compare the interpretability of the models pre-
sented. Second, we could be extended to the case of reserved seating
venues other than performance halls. Seeing whether our model
extends well to small (e.g., public transport) or large (e.g., sport
stadium) would also be of interest. Third, it would be important
to investigate how price can be incorporated in the model along
with additional metadata such as the type of event. Fourth, we also
note that for the concert hall data, training time was particularly
long. For CNN and CDNN, it took approximately two hours (183
epochs for CDNN) in Nvidia MX150 with 4Go memory, and eight
hours for hybrid architectures (including individual-level training).
As each customer is processed individually, it may be possible to
increase performances with parallel programming, as the computa-
tion for each customer is an independent task (if the deep model is
previously trained with aggregated data). Future research should
examine how parallel computing can be most gainfully employed.
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